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Abstract

We define the Average Curve (AC) of a compatible set of two or more smooth and planar, Jordan curves. It is independent
of their order and representation. We compare two variants: the valley AC (vAC), defined in terms of the valley of the
field that sums the squared distances to the input curves, and the zero AC (zAC), defined as the zero set of the field
that sums the signed distances to the input curves. Our formulation provides an orthogonal projection homeomorphism
from the AC to each input curve. We use it to define compatibility. We propose a fast tracing algorithm for computing
a polygonal approximation (PAC) of the AC and for testing compatibility. We provide a linear-cost implementation for
tracing the PAC of polygonal approximations of smooth input curves. We also define the inflation of the AC and use
it to visualize the local variability in the set of input curves. We argue that the AC and its inflation form a natural
extension of the Medial Axis Transform to an arbitrary number of curves. We propose extensions to open curves and to
weighted averages of curves, which can be used to design animations.

Keywords: Average of Curves, Medial Axis, Statistical Analysis of Shapes.

1. Introduction

Motivation: The concept of average of scalar values
plays a central role in statistics [52] and hence in a broad
variety of application areas. It also extends naturally to
points [44]. But, extending the notion of an average to a
set of n > 2 planar curves is non-trivial.

Theoretical contributions: We define the Average
Curve (AC) of any “compatible” set of n smooth Jordan
curves (i.e., simple loops) in the plane and propose it as
the mathematical formulation of their average.

We define the Gap between the input curves and provide
a formulation and also a sufficient condition for compati-
bility that is based on the Gap Relative Projection (GRP).

We define the inflation of the AC and show that it helps
to convey the local variability in the input curves at any
point along their AC. Fig.1 illustrates the use of the AC
and inflation for statistical shape analysis and visualiza-
tion. The thickness of the inflation is a more useful statis-
tical indicator of local variability than the thickness of the
gap.

We compare two variants: (1) the valley AC (vAC) de-
fined in terms of the valley of the field that is the sum
of the squared distances to the input curves and (2) the
zero AC (zAC) defined in terms of the zero set of the field
that is the sum of the signed distances to the input curves.
They are nearly identical for the configuration of Fig.1.

Construction algorithm: Our Trace algorithm for
computing the polygonal approximation (PAC) of the AC

Figure 1: Top-left: Ten input curves. Top-right: Over their gap
(yellow). Bottom-left: AC (pink vAC over a larger brown zAC) over
inflation (cyan). Bottom-right: compared to the input curves.

is independent of the order and representation of the
curves. It produces consecutive samples along the AC in-
crementally, while traversing each curve only twice.
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Implementation: We present a linear-cost algorithm
for computing the PAC from finely sampled polygonal ap-
proximations of smooth input curves. We use it to show
the effectiveness and limitations of the AC and to compare
its vAC and zAC variants.

Extensions: We propose extensions of the AC to open
curve segments and to the weighted average of curves,
which we illustrate by showing patterns of curves or frames
of curve animations.

Applications: We anticipate that the availability of a
precise mathematical definition for the average of a set of
curves (and ultimately of surfaces) will have benefits in a
broad set of application areas.

For example, it may play a role in legal matters and in
coastal studies, as a tool for providing precise definitions
of shorelines in spite of their periodic fluctuations and for
tracking the evolution of their average (rather than of their
extrema) over time [29].

Shape averaging also has important industrial applica-
tions. For example, being able to compute the average
shape of a set of machined parts is fundamental for assess-
ing the statistical consistency of a manufacturing process
[20]. Early efforts in developing formal models of statisti-
cal tolerances for CAD are discussed in [41].

Many aspects of medical research, surgery planning, and
diagnosis are based on comparing the anatomy of a partic-
ular patient to the average anatomy of a population [46].
Hence, it is important to have a precise definition of that
average anatomy and algorithms for computing it.

Finally, artists often prefer overdrawing (rather than
erasing and redrawing or manipulating control points) to
modify a curve locally. In digital approaches that support
such an interface [13], it makes sense to define the final
curve in terms of the (possibly weighted) average of the
overdrawn strokes.

Other applications of shape averaging are illustrated in
[43] (which proposes to define the average as a minimizer
of an elastic deformation energy).

We illustrate applications of the AC to the statistic anal-
ysis of medical scans and of the weighted average to the
design of animations of a smooth curve defined by several
control curves.

2. Prior art and variations

We discuss prior approaches for computing averages of
curves in terms of: (1) correspondence, which establishes
a mapping between all input curves, and (2) construction,
which defines a point of the average in terms of each set of
corresponding points on the input curves and possibly of
the corresponding normals. We also mention approaches
that define the average in terms of fields or concatenations
of input segments.

Arc-length or Landmark correspondence: In-
ferring correspondence from a normalized arc-length
parametrization may lead to unacceptable artifacts [45].

Inferring correspondence from landmarks (salient features,
extrema, inflections) [19, 34] either requires tedious user
input or delicate heuristics for matching possibly incom-
patible sets of landmarks on different curves. The solution
proposed here does not reply on arc-length parametriza-
tion or on landmark matching, but requires that the curves
be smooth and compatible (i.e., reasonably parallel).

Generalized Fréchet correspondence: An
O(n2 log n) algorithm for computing the Fréchet dis-
tance between two polygonal curves was proposed in [2],
extended to more general curves in [40] and to more than
two curves in [16]. An O(kn) algorithm for computing
a mean curve for a set of n polygonal curves, each of
complexity O(k), was proposed in [24]. It minimizes
its maximum Fréchet distance to each input curve.
Unfortunately, small changes in the input curves can lead
to large changes in the Fréchet metric (see Fig. 2.4 of
[47]) and hence in the mean. To overcome this drawback,
for two curves, measures that compute the summed
and average Fréchet distance have also been proposed
[47]. The solution proposed in this work has complexity
O(nk), but assumes that the input curves are polygonal
approximations of smooth and compatible input curves.

Normal or Radial correspondence: When one of
the curves can be chosen as base so that each other curve
is its normal offset [38] or its radial offset [38], the result-
ing correspondence (ortho map,normal map [10, 11]) is a
homeomorphism. Unfortunately, the average obtained by
using these correspondences is asymmetric: it depends on
which curve is chosen to be the base. The solution pro-
posed here is symmetric: it computes the AC as a new
curve that is independent of the order of the input curves
and establishes a normal map from the AC to each input
curve.

Minkowski correspondence: The Minkowski aver-
age establishes a correspondence between points with the
same normal. Realtime rendering approaches have been
proposed for the weighted Minkowski average of two [31]
and of more [9] polygonal solids. Unfortunately, it fails
to satisfy many desirable properties of the average curve
that AC has. For example, the Minkowski average of a
non-convex curve C with itself is not C (their AC is).

Other approaches to correspondence: Correspon-
dence between two curves can also be established by min-
imizing the integral of distance between corresponding
points [21], by adapting the sampling step to the local
curvature [15], or by minimizing the affine transformations
that map corresponding pieces [49].

Construction: Many approaches use a construction
based on the centroid of the corresponding points. The
medial axis [6] and its variations (as discussed in [54]) do
not. Similarly to the medial axis construction, the solu-
tion proposed here constructs points on the AC as normal
offsets of the corresponding (i.e., locally closest projection)
points on the input curves. A variant that constructs the
centroid of the corresponding points yields nearly identical
results, but a different parametrization.
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Averaging discrete points: The algorithm proposed
in [26] computes a polygonal average C for an unordered
set of discrete sample points by initially aligning C with
the least-square fit line and then iteratively moving its
vertices towards weighted averages of samples that have
close projections on C. The authors of [26] point out that
there is no guarantee of uniqueness or existence. Apply-
ing this solution to a sampling of all input curves will, in
general, not yield the AC, but the duality between the two
approaches is intriguing.

Our algorithm implements a fixed-point iterative scheme
to converge to a point on the AC and this may be viewed as
an extension of Moving Least Square techniques for com-
puting a surface that interpolates a point cloud: set of
input points or surfels (points associated with surface nor-
mals) [1, 4]. In a future 3D extension of the vAC, the
desired “average” surface may be defined by several sur-
faces, each one defined by its cloud.

Zero set of a field: An average of two curves was de-
fined in [14] as the zero set of a heat field. The result is
similar to the Ball Morph [54]. A linear and cubic inter-
polation of density in medical scans was discussed in [27]
as a mean to produce interpolating cross-sections, which
were defined on each slice as zero-sets of a 3D field. This
principle was exploited in [51] to define morphs between
pairs of curves and between pairs of surfaces. When us-
ing a signed distance field, the mid-course curve of such a
morph corresponds to the zAC of two curves. We extend
this approach to more than two curves, propose the vAC
variant, present the Trace algorithm and its efficient im-
plementation for tracing the AC, and define the GRP to
increase the set of configurations for which Trace produces
the desired result.

Median trajectories: Given a set of polygonal trajec-
tories, a median trajectory is constructed [7] by concate-
nating selected segments of input trajectories.

3. Theoretical definitions of AC and compatibility

We consider an input set {Ci} of n smooth curves. We
propose two formulations of their AC: vAC and zAC.

vAC: The arithmetic mean, x, of a set of numbers, xi,
is argminx(x− xi)2. Hence, we define the Valley Average
Curve (vAC) as the valley of the scalar height field Q of
the sum of squared distance. For any point P , Q(P ) =∑

i PiP
2 where Pi is a “local closest projection” of P onto

Ci. Its precise definition is discussed further below. Also,
in our notation, Ni represents the outward normal to Ci at
Pi. Fig. 2 shows the vAC for a compatible configuration
and the associated height field.

zAC: The average, x, of a set of numbers, xi, is the
value that cancels the derivative

∑
i(x−xi) of

∑
i(x−xi)2.

Hence, we define the zero Average Curve (zAC) as the
zero set of the scalar height field D of signed distances,
where D(P ) =

∑
i PiP ·Ni. Fig. 3 shows the zAC for the

configuration of Fig. 2 and the associated height field.

Figure 2: Left: vAC (pink) of 3 input curves (green-blue ramp).

Right: Terrain with height
√

Q(P ). The vAC traces the valley that
lies under the (transparent blue) water surface.

Figure 3: Left: zAC (brown). Right: Terrain with height D(P ). A
semitransparent (z = 0) plane shows the zero-crossing.

To discuss the proper definition of the “local closest pro-
jection”, Pi, we use the following two concepts.

Face: Fi denotes the face (bounded and open set) that
has Ci as boundary. By our convention, Fi abuts Ci from
the right.

Gap: Extending (to more than two curves) the defi-
nitions proposed in [53, 8], we define the gap of {Ci} as
(∪Fi)

− − (∩Fi)
◦, where H− and H◦ denote respectively

the topological closure and interior 1 of set H [50].
Inadequacy of using global closest projection:

Defining Pi as the closest point on Ci to P is adequate
for simple configurations, such as the one of Fig. 2, but
may fail in more complex ones.

Fig. 4 shows an example of a configuration where the
vAC contains components outside of the gap. Note that
zAC does not have this problem, since, for any point P
outside of the gap, the components PiP · Ni all have the
same sign.

Fig. 5 shows a configuration where both vAC and zAC
yield inadequate results. To understand why a segment of
the left-most portion of the AC in the gap is missing in
the vAC and lacking the expected curvature in the zAC,
consider a point P on that missing segment. Its closest
projection P0 onto the outer-most (green) curve C0 is not
on the left-most part of C0, but on a different portion of
C0.

1The closure and interior operators are necessary to deal with
cases where the gap includes lower-dimensional portions. For exam-
ple, when all input curves are identical, the gap is one-dimensional
and is identical to these curves.
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Figure 4: Left: The vAC of two curves (green and blue) has 3 com-
ponents: one in the gap (pink) and two outside (orange). Right:

Height field proportional to
√

Q(P ).

One can verify in this example that such erroneous clos-
est projections cannot be characterized by PiP · Ni < 0.
So, to prevent them, we define Pi as the GRP of P .

GRP: The Gap Relative Projection (GRP) defines Pi

as a point of Ci such that the line segment (Pi, P ) lies in
the gap and is orthogonal to Ci at Pi.

Definition of compatibility: We say that the input
curves are compatible if there exists a curve, C, such that
the GRP map from point P to its GRP, Pi, is a homeo-
morphism2 for all i.

The problem with this definition is that it can be tested
only if a suitable curve C is found. Hence, we define be-
low a sufficient, although not necessary, condition for com-
patibility (which we call strong compatibility) that can be
verified without computing C.

Ball and normal compatibility of two curves: Two
curves are compatible if and only if they are ball compati-
ble (BC) [8] (i.e.,when the symmetric map between them,
called the ball map, [8] is a homeomorphism.) A sufficient
condition for ball compatibility is that the minimum of
their local feature size (LFS) exceeds their Hausdorff dis-
tance [8]. The normal map [11] (i.e. the closest point map)
from C0 to C1 associates with each point P0 of C0 the set of
points P1 of C1 at which the distance to P0 passes through
a local minimum. If the normal map from each curve to
the other is a homeomorphism, the two curves are said to
be normal compatible [11] (NC). The equivalent and more
descriptive term of projection homeomorphic was used in
[10]. Two curves are NC if the minimum of their LFS [3]
exceeds their Hausdorff distance [42] divided by (2−

√
2).

(See [11] for a formal proof and intuition.) NC is a more
constraining condition than BC [8].

Gap compatibility and strong compatibility: We
say that the input curves are gap compatible if the GRP,
Pi, is unique for all i and for all points P in the gap.

We say that the input curves are strongly compatible if
each pair is normal-compatible.

Spike: Consider any one of the input curves: wlog C0.
For each point P0 of C0, we consider the line L that is or-
thogonal to C0 at P0. We consider the set {S} of segments

2In other words, the GRPs establish continuous and bijective cor-
respondences between the AC and the input curves.

Figure 5: Configuration of four input curves, three of which are
similar. Top: the valley of Q contains components inside (pink) and
outside (orange) of the gap and is discontinuous (misses its left-most
section) inside the gap. Overlaid over this is the zero set of D (thick
brown) that lies within the gap, but contains an erroneous region
(orange), which results from using projections onto segments of the
left-most green input curve that are not visible form within the gap.
Bottom: Correct result (pink vAC over thick, brown zAC) obtained
by using the modified (GRP) definition of Pi.

of the intersection of L with the gap. We define the spike
of C0 at P0 as the segment of {S} that contains P0.

Strong compatibility implies gap compatibility:
If the input curves are strongly compatible, the spikes of
C0 are pairwise disjoint and their union is the gap. Indeed,
each endpoint of a spike lies on another input curve, wlog
C1. Since C0 and C1 are normal compatible, the spikes
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never cross (see Corollary 1 of [11]).
Given that the above holds for any choice of curve C0,

any point P of the gap lies on exactly one spike of each
curve.

Hence, strong compatibility implies gap compatibility.
Conjectures: We advance the following conjectures for

strongly compatible configurations: (1) the restriction of
Q(P ) along each spike (i.e., the value of Q(P ) as a func-
tion of arc-length parameter along the spike) has a local
minimum and (2) there is only one local minimum per
spike.

We have proven the conjecture for sections of the gap
where the input curves are locally straight (see Section 4).

Our experiments strongly suggest that the conjectures
are true for more general configurations, but we do not
have a formal proof.

Comparing vAC and zAC: For a typical valid in-
put, the vAC and zAC are nearly identical. In fact, they
are provably identical in sections of the gap where the in-
put curves are parallel (constant radius offsets [39] of each
other). A slight difference can be observed (see Fig. 6) in
sections of the gap where corresponding GRPs have tan-
gents with significantly different orientations.

Figure 6: vAC (pink) over zAC (brown), and zoom (right).

Important properties: Both variants of the AC satisfy
the following properties: (1) The AC is a non-contractible
Jordan curve in the gap. (2) The AC is uniquely defined
and independent of the order of the input curves. (3) The
AC is independent of the representation and parametriza-
tion chosen for each curve. (4) In places where all in-
put curves are close to each other and locally parallel, the
GRPs, Pi, are nearly collinear and the corresponding point
on the AC is close to their centroid. (5) The AC passes
through all points that are contained in all input curves.
(6) The AC commutes with similarity transformations.

Definitions of inflation: With each point, P , of the
AC, we associate a radius, r(P ), that captures the local
variability (i.e., deviation of the input curves from their
AC). We define the inflation as the infinite union of the
disks of center P on the AC and of radius r(P )3. In Fig.

3The envelop of the inflation can be computed as the radial offset
of the AC [38].

1, we show the inflation for an L1 norm, where r(P ) =∑
i d(P, Pi)/n. For some applications, one may prefer an

L2 norm, where r(P ) =
∑

i PiP
2/n.

Figure 7: Left: AC (equal to the MA) and inflation (equal to the
gap) for two compatible curves. Right: AC and inflation for four
curves.

Relation to the MAT: Consider configurations of two
curves. The Medial Axis (MA) of their gap is the set of
the centers of all maximal disks [6] in the gap. The two
curves are compatible if and only if the MA of their gap
is a Jordan curve (has no bifurcation). The Medial Axis
Transform (MAT) [6, 48] of the gap augments the MA
with a radius function that is identical to r(P), regardless
of whether we use the L1 or L2 norm (see Fig. 7).

Hence, we view the AC and its inflation as a natural
extension of the MAT to an arbitrary number of curves.

4. AC of lines

Before presenting our algorithm for tracing the AC of
compatible curves and for testing compatibility, we dis-
cuss the special case where the input curves are not Jor-
dan curves, but infinite lines. We do so because our trace
algorithm for tracing the PAC is based on the closed-form
expressions for computing the closest projection of an ar-
bitrary point P onto the AC of lines. But our formal vAC
and zAC definitions of the average of a set of lines may
have other applications.

We consider a set {Li} of oriented lines in the plane.
We define line Li = L(Si, Ti) by an arbitrary point Si on
the line and by a unit tangent vector Ti. Ni denotes the
normal to Li. We define the corresponding face Fi as the
half-space {P : SiP ·Ni < 0}.

We prove that the AC is a line and provide a closed-form
expressions for computing its normal, N , and the closest
projection, V , of an arbitrary point, P , onto the AC.

We do so for both the vAC and the zAC variants.

vAC of lines: Let QL(P ) =
∑

i(SiP · Ni)
2. Using

Cartesian coordinates (x, y) for P , (xi, yi) for Si, and
(ui, vi) for Ni, and writing QL(x, y) for QL(P ), we obtain
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SiP ·Ni = (x− xi)ui + (y − yi)vi and thus

QL(x, y) =
∑
i

(u2ix
2 + v2i y

2 + 2uivixy − 2ui(uixi + viyi)x−

2vi(uixi + viyi)y + 2uivixiyi + u2ix
2
i + v2i y

2
i )

= ax2 + by2 + cxy + dx+ ey + f (1)

QL is a quadratic polynomial. Hence, we can use the
following matrix notation with X = [x y]T :

QL(x, y) = XTHX + BTX + C

with H =

[
a c/2
c/2 b

]
,B =

[
d
e

]
,C = [f ].

The vAC of a set of lines is the valley of their height
field QL.

The valley of QL is defined by ∇QL ·E2 = 0, where E2

is the eigenvector of the Hessian H of QL that corresponds
to the larger eigenvalue of H [17, 37]. Here,

∇QL =

[
2ax+ cy + d
2by + cx+ e

]
The eigenvalues of H are the roots of its characteristic

equation: λ2 − (a+ b)λ+ ab− c2/4 = 0. The eigenvectors
(Ei) of H can be computed in closed form.

Because H is constant, E2 is constant and ∇QL · V = 0
defines a line L(S, T ) that passes through point S = (2bd−
ce, 2ae− cd)/(c2−4ab), which minimizes QL(P ), and that
has for tangent a vector T orthogonal to E2.

Thus, the valley of lines is a line and its representation
can be computed it in closed form.
T is undefined for special configurations. For example,

for two orthogonal lines, QL has radial symmetry. Conve-
niently, these configurations are excluded, since we assume
that the input is strongly compatible.

One can easily show that the tangent T = (cosα, sinα)
defined above is the minimizer of

∑
i sin2(wi), where wi

is the angle between T and Ti, and that α may also be
computed using:

tan(2α) =
2
∑
xiyi∑

x2i − y2i
(2)

Computing point S using the expression above for the
global minimizer of QL fails in situations where the vec-
tors Ti are (nearly) parallel, because the minimizer, S,
may be (nearly) at infinity, which leads to (numeric insta-
bility or) a division by zero. To address this problem, we
have devised a robust and fast computation for the closest
projection, V , of P onto the vAC, L. We formulate it as
V = P + sN , where N is orthogonal to T , and solve for
the value of s that minimizes QL(V ).

The details of computing T and V are presented in Al-
gorithm 1 for the ProjectV function, which, given a point
P returns the closest projection V of P onto the vAC. In
our notation, vector Ni = (Ni.x,Ni.y).

zAC of lines: Let DL(P ) =
∑

i(SiP · Ni). Its zero-
set is the line defined by

∑
i(SiP · Ni) = 0. Replacing

a = 0; b = 0; c = 0; n = 0; d = 0;
for each line Li do

a+= Ni.x
2;

b+= Ni.y
2;

c+= Ni.xNi.y;
end
α = atan2(2c, a− b)/2;
N = (cos α, sin α);
for each line Li do

n+= (PPi ·Ni)(N ·Ni);
d+= (N ·Ni)

2;
end
V = P + (n/d)N ;

Algorithm 1: ProjectV on the vAC of lines

Figure 8: vAC (cyan) over zAC (thick magenta) for four parallel lines
(left) and for non-parallel lines (right) oriented towards the right.

SiP by SiO +OP yields OP · (
∑

iNi) = −
∑

i(SiO ·Ni),
which is the equation of a line with normal directed along
N =

∑
iNi.

The details of ProjectZ for projecting onto a zAC of
lines is shown in Algorithm 2. Note that we do not require
normalization of the computed N .

N = (0, 0);
for each line Li do

N+ = Ni;
end
for each line Li do

n+= (PPi ·Ni);
end
d = N ·N ;
V = P + (n/d)N ;

Algorithm 2: ProjectZ on the zAC of lines

Comparing the vAC and zAC of lines: Fig. 8
shows the vAC and the zAC of a set of four lines in two
configurations. Note that the vAC and zAC are identical
when all lines are parallel.

5. Trace

Using prior art for tracing the AC: One may con-
sider using previously proposed tracing algorithms to com-
pute the vAC as the valley of Q(P ) in the gap.

The concepts of ridges and valleys have applications
in non-photo-realistic rendering [30], image analysis [17],
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shape recognition [36], and other areas. The literature
on extracting valley and ridge curves of height fields is
vast. Existing techniques can be classified into sampling
methods [32], tracing methods [18] and differential equa-
tion solving methods [33]. Many prior techniques rely on a
regular sampling of the plane and approximate the height
field by a piecewise linear field. To obtain smoother ap-
proximations of the valley, one could approximate the field
by a B-Spline function and use a variation of the tracing
approach of [35].

Similarly, we could produce an approximation of the
zAC by sampling D(P ) on a regular grid and using zero-set
(iso-curve) tracing algorithms (see for example [12]).

Instead of these approaches, we propose below an effi-
cient algorithm (Trace) that works from the input curves
directly and traces the AC by producing points that lie
exactly on the AC. The algorithm is almost identical for
the vAC and zAC.

Project: The basic step in our solution is Project. It
takes as input a candidate point P in the gap. For each Ci,
it computes the GRP4, Pi, of P on Ci. Then, it calls Pro-
jectV (Algorithm 1) or ProjectZ (Algorithm 2) depending
on whether we want the vAC or the zAC. It returns a point
V on the vAC or on the zAC of the tangent lines. We view
the AC as the set of fixed points of the Project operator,
applied to points in the gap.

Snap: Given a candidate point P in the gap, Snap(P )
iterates P=Project(P ) until the distance between consec-
utive locations of P falls below a small threshold (we use
10−6 of the diagonal of the minimum axis-aligned bound-
ing box containing the input set). The process is illus-
trated in Fig. 9. We found that 3 iterations suffice to
converge in all cases that we tested. Therefore, Snap(P)
can be implemented in closed form as:

Snap(P ) { return Project(Project(Project(P)));}
Algorithm 3: Snap

P'

P

PP' P'P

Figure 9: Point V on the AC (red dot) is computed by snapping
candidate point P (blue dot) to the AC. Snap converges after only
two Project moves. The first move (left) computes the GRPs of P on
the input curves (joined by cyan lines) and the associated tangents
(orange). We show (short black segment) a portion of the AC of the
tangent lines around the projection P ′ of P onto it. The displacement
(P, P ′) is shown by a thin red line. To move again (center), we set
P = P ′ and repeat the process. A third iteration (right) has no effect
on P , since P already lies on the VA (red) of the input curves.

4The segment (P ,Pi.) is in the gap and is orthogonal to Ci at Pi.

Trace algorithm for computing the PAC: Our
Trace (Algorithm 4) builds a polygonal approximation
(PAC) of the AC incrementally, one vertex at a time. We
compute the first (seed) vertex of the PAC as Snap(S),
where S is the left-most point of the input set. This step
requires traversing each curve once, before the tracing of
the PAC starts. Other, more robust, solutions may be
used. For example, one may consider a small set of seed
candidates randomly chosen on the input curves and se-
lect the one for which the minimum distances to the other
curves have the smallest sum.

Then we repeat the following process. We consider the
last vertex U of the PAC (the last one appended). We
use the GRPs Ui of U to compute the tangent lines to
the input curves and the direction T of their AC using
the formulation of the normal N of the AC of lines, as
provided in Algorithm 1 or 25. T is the tangent to the AC
at U . We compute a candidate point P = U + eT as an
extrapolation of U along the tangent to the AC. Then, we
compute a new vertex V = snap(P ) and appends it to the
PAC. It will serve as U for the next iteration.

S = left-most point of {Ci}:
PAVA.AppendVertex(Snap(S));
repeat

U=PAVA.last.vertex();
{Ui} = GRPs(U);
T = tangentToACofLines(U ,{Ui});
PAVA.AppendVertex(Snap(U + eT ));

until Closed ;

Algorithm 4: Trace

The sampling density, and hence the number of samples
appended to the PAC are controlled by the step size e. For
example, we set it to 1/300 of the average length of the
input curves if we wish to create an AC with about 300
vertices. To increase performance, we provide the option
of increasing e automatically in segments of the gap where
the distance from U to its GRP is large, but a large step
size may reduce the smoothness of PAC. One may of course
subdivide the PAC to produce a smoother curve.

Trace stops (i.e., Closed becomes True), when the dis-
tance from the new vertex V to the first vertex of the PAC
is less than e. We test whether V projects onto the interior
of the first edge of the PAC. If so, we do not append it.

Incremental closest projection: Each call to Project
computes the GRPs {Pi} of P onto the {Ci}. Assuming
strong compatibility, we do not need to perform a search
for Pi over the entire curve Ci. Instead, we start the search
at the closest projection Ui of U and stop the search at the
first point Pi along Ci where the distance to P reaches a
local minimum.

Incremental compatibility check: Assume that U
is the last vertex appended so far to the PAC and that

5Note that we may not need to recompute Ui and T if these are
saved as the results of the previous snap.
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V is the new vertex produced by Snap. To perform a
local compatibility check, for each curve Ci, we verify that
the GRP from the line segment (U, V ) to the section of
Ci between the closest projection Ui of U and the closest
projection Vi of V is a homeomorphism.

Justification of correctness: The correctness of
Trace hinges on the following assumptions: (1) Snap(S) of
the left-most point S always lies on the AC. (2) Each can-
didate P lies in the gap. (3) Each candidate P has a GRP
on each input curve. (4) The extrapolation P = U + eT
followed by Snap(P ) yields a point further than U along
the AC (so that Trace always moves forward).

Assumption (1) is true, since S is on the boundary of
the gap.

Assumption (2) may fail (for example, when e is large
and the gap is turning). We have considered testing
whether P lies in the gap and reducing e if it does not,
but our experiments indicate that this precaution is not
necessary.

Assumption (3) is guaranteed if the input curves are
strongly compatible.

We do not have a mathematical proof of (4). Our ex-
periments (Fig. 10) indicate that the basin of attraction
of each short segment of the AC (i.e., the set of points of
the gap that snap to it) is a thin cross-section of the gap
that is nearly straight and orthogonal to the AC.

Parametrization of the gap: This observation sug-
gests a natural parametrization of the gap: a point P of
the gap is represented by (s, h) where s is the arc-length
parameter along the AC of point V returned by Snap(P )
and where h is the distance from P to V .

Centroid variant: An interesting variant of the AC
may be obtained by replacing each point P of the AC
by the centroid, G, of its GRPs. Although the shape of
that variant is nearly identical to the AC, it provides a
more natural relation between G and the corresponding
points points Pi. It may be viewed as an extension of the
Midpoint Locus variation [5] of the medial axis.

6. Extensions

In this section, we present simple extensions of the AC
to weighted averages and to open curves.

Weighted average of curves: To compute a weighted
vAC (resp. zAC) of {Ci} with weights {wi} that sum
up to 1, we replace, in ProjectV (resp. ProjectZ ), the
formulations of the sum of the squared distances (resp. of
signed distances) by a weighted sum.

The choice of the weights or their variation with time or
some other parameter depends on the application.

For example, this solution may be used to support the
design and animation of the morph between two curves.
Fig. 11 shows a superposition of a series of frames of such
an interpolation. These may also be used as a pattern of
curves or as a tool to parametrize the gap.

Our solution extends to morphs defined by more than
two curves, for example by using the paradigm proposed

Figure 10: We assign alternating colors to segments of the AC and
paint each pixel of the gap with the color of the run that it snaps to.

Figure 11: Left: Frames (black) of an interpolating morph between
two input curves produced by using a weighted AC. Right: Frames of
an animation defined by three control curves using quadratic Bézier
weights of (1 − t)2, 2t(1 − t) and t2. As expected, the central curve
is not interpolated.

in [9] for a Bézier path in the space of polyhedra. But
here, instead of using a weighted Minkowski sum, we use
a weighted sum of (signed or squared) distance fields and
trace the corresponding AC.
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Because scaling and addition of (squared) distance fields
behave as their equivalent operators on scalars or points,
various formulations developed for motions or (parametric
or subdivision) curves defined by control points may be
trivially adapted to produce motions or patterns of curves
that are defined by several control curves. For example,
we can use Bézier weights or time parametrized weights
derived from the Neville algorithm [22], so as to ensure that
the animation interpolates all control curves with proper
timing.

Open curve segments: We have extended the AC
to sets of oriented open curve segments (which we call
strokes). To test this extension, we have developed an
interactive system where the user draws the input strokes.
We use a light smoothing filter to remove trembling, pixel
quantization, and time-dependent sampling artifacts.

We extend each stroke at each end with a half-line that
abuts the stroke with tangent continuity. We start with
the Snap of the centroid of the start points of the strokes.
We then perform Trace until we pass the Snap of the cen-
troid of the end points.

Optionally, one can trim the AC to the part that has a
homeomorphic normal map with each input stroke. Ex-
amples are shown in Fig. 12.

Figure 12: The average curves (black) generated for sets of 3 open
curves (red, green, blue).

7. Example application

Statistical analysis of families of shapes is used in
medicine to facilitate diagnosis and support research. For
example, in [25], the authors study the variability of femur
heads (using 3D models reconstructed from CT images)
and quantify variations between femurs with and without
Cam Femoroacetabular Impingement. As another exam-
ple, PCA is used in [23] to compute a statistical shape atlas
that complements anatomical features (acquired from X-
ray scans) to compute patient specific femoral bone shapes.

To illustrate a possible application of the VA in this do-
main, we used a set of input curves that each approximate
the projected silhouettes of a portion of the femoral head.
We have traced these curves from images in Fig. 15 of [28].
We compute the average and variability of the first three
curves, and also overlay the fourth curve, that corresponds

Figure 13: Left: The input curves trace the cross-sectional outline of
the shape of three instances of a femoral head. We also show their
vAC and inflation. Right: Also overlaid is the outline of the shape of
a femoral head that corresponds to a complex cam-type deformity.
Notice that this femoral head outline is significantly varying from
the computed average curve.

to a complex cam-type deformity, on top of this informa-
tion (Fig. 13) to show how the anatomy of a patient may
be compared to a statistical model of a family of shapes.

8. Implementation

So far, we have presented our definitions, properties,
and algorithms assuming that the input curves are smooth.
Our algorithms assumed that we can compute the closest
projection of point P on any input curve and (to verify
compatibility) that we can compute the tight cone of the
normal directions spanned by points along any segment of
any input curve.

Instead, the implementation used to demonstrate the
proposed approach and to produce the illustrations for this
paper involves Piecewise Linear Curves (PLC) that closely
approximate a set of smooth input curves.

Our implementation follows closely the Trace algorithm
presented above. We describe below the specific details
that have been customized for PLCs.

Spikes of a PLC: Consider three consecutive vertices
of Ci: Xi, Yi, and Zi. Each vertex Yi has three spikes: one
on the concave side of Ci and two on the convex side. For
example, when Yi is a right turn of Ci, it has one spike on
the right and two on the left. All three start at Yi.

The spike on the right is the bisector of the angle
(Xi,Yi,Zi). One spikes on the left is orthogonal to edge
(Xi,Yi). The other one to edge (Yi,Zi).

Incremental search for the GRP: The GRP Pi of
P fall onto a vertex (say Yi) or onto an edge (say (Xi, Yi))
of Ci.

To find the first GRP along Ci starting from the projec-
tion Ui of the last vertex appended to PAC, we consider,
in order, the spikes of the vertices of Ci that follow Ui. We
skip the vertices of Ci that have a spike that intersects the
segment (U,P ) until we find a vertex Yi for which a spike
does not.

Once we have identified that vertex Yi, we compute Pi.
Depending on the local configuration, either Pi = Yi or Pi

lies on edge (Xi, Yi).

Incremental testing of compatibility: Each time
we append a vertex V to the PAC, we perform a local
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compatibility test. Let U be the vertex preceding V in the
PAC.

For each i, we consider the portion Ki of Ci between
the projections Ui of U and Vi of V . For each vertex M
of Ki, if M lies on the left of the line L through U and V ,
we consider its right spike(s), otherwise, its left spike(s).
We test that no two consecutive such spikes cross before
intersecting L. If the segment passes the test, we have
a discrete, normal map, homeomorphism between K and
the line segment (U, V ). It all segments pass the test, we
declare that the segments that correspond to the portion
(U, V ) of the PAC are compatible.

9. Results

In this section, we report performance measurements
and show a variety of results in an attempt to illustrate
what types of inputs that produce a valid VA and what
inputs are declared incompatible by our implementation
of Trace.

Convergence of Snap: The average number of itera-
tions of P=ProjectV that were needed to converge to the
AC from an arbitrary point P in the plane was 2.03.

Overall performance: We used a machine with 8 GB
of RAM and a 2.2 GHz quad-core processor. Our single
threaded implementation performs an average of 15,590
Snap operation per second on an input set of 768 vertices.
Performance drops to 8,104 operations when we double the
vertex count.

Incremental solution: Switcing to the incremental,
rather than global, computation for the GRP improved
the performance of Trace by a factor of 7 when the input
has 768 vertices, by a factor of 14 when the vertex count
is doubled, and by a factor of 38 when it is quadrupled.

Diversity of input sets handled by Trace: We
tested Trace on a large number of configurations of input
curves. A typical example is shown in Fig.1.

Trace works (i.e., yields a Jordan curve that has homeo-
morphic normal-maps to each input curve) for a variety of
configurations, including configurations where the curves
are far from similar (see for example Fig. 14).

Since Trace performs a local analysis, it also works for
configurations that are locally compatible, but where the
curves may self-cross once or more (Fig. 15).

Examples of incompatible configurations where
Trace may fail: Trace may declare an input set to be
invalid for several reasons. We provide two representative
examples.

The wart is an example of configurations where the Me-
dial Axis of the gap has a bifurcation. Our construction
may fail in such configurations because no AC exists that
establishes a normal map homeomorphism to both input
curves. The two images in Fig 16 show how the normal
map may jump (be discontinuous) when moving along the
gap. Although one could construct some form of an “av-
erage curve” ignoring such jumps, the result would not
capture the local variability of the input curves.

Figure 14: Three input curves (green) and the resulting CA with
inflation (cyan).

Figure 15: Self-crossing input set (left) and its AC.

Figure 16: Incompatible configurations (wart): the GRP on the green
curve jumps while moving along the gap.

The GRP confusion is an example of configurations
where the gap is not an annulus. Because our Trace al-
gorithm is works on a local section of the gap at a time,
it may create a valid AC for some of such configurations,
but may fail to start properly (as shown in Fig 17) or be
confused when these overlaps are local.

10. Summary and conclusion

In this paper, we report the following contributions. We
propose two variants of the Average Curve (AC) of a set of
smooth and compatible input curves. The valley Average
Curve (vAC) variant is defined in terms of the valley of
a height field that is the sum of the squared distances to
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Figure 17: Incompatible configurations (GRP confusion): The AC
exists for both configurations, but a particular choice of the seed for
computing the first vertex of the PAC (here we picked the left-most
vertex of the input curves) leads to a wrong GRP onto the green
curve (right).

the input curves. The zero Average Curve (zAC) variant
is defined in terms of the zero set of a height field that is
the sum of the signed distances to the input curves.

We provide closed form expressions for computing the
vAC and zAC exactly when the input curves are lines and
for computing the closest projection onto them from an
arbitrary point in the plane. We propose an algorithm
that traces a polygonal approximation (PAC) of the AC
(vAC or zAC). It does not use a regular grid sampling of
these height fields. Instead it computes candidate points
via tangent extrapolation and snaps them onto the AC
using 3 steps that each compute the closest projections
onto the input curves, the associated tangent lines, and
project the candidate point onto the AC of these tangent
lines.

To avoid the cost of a global search for the closest projec-
tion and to avoid using erroneous closest projection onto
segments of input curves that are closed in the plane but
distant along the curve, we define the gap between the
curves and the gap restricted projection (GRP).

We define when an input configuration is compatible
and also propose a sufficient compatibility condition that
may be checked without constructing the AC.

We illustrate the generality of our solution by showing
a broad range of valid input configurations, which include
input sets where the curves each self-cross once or multiple
times.

We provide the details of an implementation of our algo-
rithm designed to work on densely sampled polygonal ap-
proximations of smooth input curves. It has linear space
and time complexity and is fast enough to provide real-
time feedback by re-computing the AC at each frame dur-
ing the interactive editing of the input curves.

We anticipate that the theoretical contributions and
practical implementations described here will impact var-
ious fields in metrology, CAD, GIS, and medical modeling
by providing an important building block and practical
tool for statistical shape analysis.

We also hope that this initial investigation will fuel var-

ious extensions. These include formal definitions of the
exact AC for coarse polygonal curves, a graceful extension
for computing the AC in portions where the curves are
not compatible, and extensions of to curves and surfaces
in 3D.
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[8] Frédéric Chazal, André Lieutier, Jarek Rossignac, and Brian
Whited. Ball-map: Homeomorphism between compatible sur-
faces. International Journal of Computational Geometry and
Applications, 20:285–306, 2010.

[9] Jarek Rossignac and Anil Kaul. AGRELs and BIPs: Metamor-
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van Popović. Mesh-based inverse kinematics. In ACM Trans-
actions on Graphics (TOG), volume 24, pages 488–495. ACM,
2005.

[50] Robert B. Tilove. Set membership classification: A unified ap-
proach to geometric intersection problems. Computers, IEEE
Transactions on, 100(10):874–883, 1980.

[51] Greg Turk and James F O’brien. Shape transformation us-
ing variational implicit functions. In ACM SIGGRAPH 2005
Courses, page 13. ACM, 2005.

[52] Herbert Weisberg. Central tendency and variability. Num-
ber 83. Sage, 1992.

[53] Brian Whited and Jarek Rossignac. Relative blending.
Computer-Aided Design, 41(6):456–462, June 2009.

[54] Brian Whited and Jarek Rossignac. Ball-morph: Definition, im-
plementation, and comparative evaluation. IEEE Transactions
on Visualization and Computer Graphics, 17(6):757–769, June
2011.

12


